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Introduction 

Today, devices generate more data than social networks. Each device can 

send data several times per second and with millions of connected devices, 

a typical data processing platform might be required to deal with billions of 

such incoming events every day. Even though processing this amount of 

data is obviously a considerable and by no means trivial technological 

challenge, it is clear that the device data itself – even when stored in a 

preprocessed form – is not something actionable. To get actionable 

insights, the collected data must be analyzed. 

 

One type of task that can be effectively tackled with data analysis is anomaly detection. 

“Anomaly detection refers to the problem of finding patterns in data that do not conform to 

expected behavior” (Chandola et al., 2009). Its goal is to find unusual behavior that differs 

significantly from what has been observed before or from what is expected. There are many 

different types of anomalies and many different problem domains with their specific data 

and problem formulations. 

 

Let’s have a look at an example taken from one of our anomaly detection projects in which 

we applied our algorithms to a fleet of autonomous lawn mowers (ALM). Using one of our 

Bosch IoT Analytics services, anomalies can be calculated for this fleet of IoT-enabled lawn 

mowers over the mowing season. The data used for this purpose contains status and error 

messages sent from the lawn mowers in use to the backend in the cloud. Let’s assume that 

every week our service is configured to identify the top 10 anomalies in this data. 

 

Lawn mowers that keep popping up in the list of top anomalies can be automatically marked 

and organized in a list that service personnel and/or quality managers inspect manually. In 

addition, the results of the anomaly detection can be analyzed for significant patterns and 

grouped into categories of incidents. For instance, particular patterns of state and error 

messages can be an indication that the firmware of individual mowers needs to be updated, 

or that the mowers have not been set up properly. By grouping the observed patterns into 

categories, solution strategies – i.e. specific actions – can be associated with them and 

triggered automatically whenever the patterns crop up in the event data. This can result in 

actively pushing the latest firmware on the affected mower (by using the Bosch IoT Rollouts 

service), or proactively contacting the customer (provided that they have given their 

consent) to offer support from a service technician. These are ways of increasing customer 

satisfaction.  

 

In the remainder of this white paper, we describe our approach and highlight some 

observations made during various anomaly detection projects. The following aspects were 

similar in many or even all of these cases: 

 

https://www.bosch-si.com/products/bosch-iot-suite/paas/iot-analytics.html
https://www.bosch-si.com/products/bosch-iot-suite/paas/iot-rollouts.html
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 The data is generated by autonomous devices and not, for example, by 

applications or human users.1  

 Each device is connected to the internet and sends event data to the server where 

it is stored in a database.  

 The data can be categorical (e.g. status messages) or numeric (measurements of 

sensors).  

 The data is sent asynchronously and irregularly. It is not represented as a regular 

time series. 

 Event data sent by the devices is semi-structured with varying semantics, i.e. 

different events can contain data, for example describing different parameters of 

the device. 

 

Data analysis, and anomaly detection in particular, is not one procedure but rather a generic 

name for a number of various algorithms and transformations aimed at extracting implicit 

knowledge hidden in the data. The process of data analysis involves many steps and uses 

quite different technologies – from format transformations to sophisticated (and 

computationally intensive) machine learning algorithms and the construction of valuable 

visualizations. A typical system for data analysis thus includes the following components:  

 

1. Data management: The data sent by devices has to be transferred over various 

channels and then persistently stored before it can be processed. Although this is 

a very important issue, it falls outside of the scope of this white paper. We assume 

that the log data is already stored in a database. 

 

2. Data preprocessing: In the overall analysis process, various data preprocessing 

tasks can account for most of the difficulties, highlighting the importance of 

choosing or developing a technology for both efficient development and execution 

of such scripts. This component module is designed to solve many problems such 

as data cleansing and the generation of domain-specific features. This process is 

frequently referred to as data wrangling, which is defined as “iterative data 

exploration and transformation that enables analysis” (Kandel, 2011).  

 

3. Data analysis: The main job of this component is to find anomalies in the input 

data. The challenge is to choose an appropriate data mining algorithm and to fine-

tune its parameters.  

 

4. Data visualization: Here the main task is to visualize the result for the end user as 

well as to provide a means of visual analysis. The challenge is to choose visual 

techniques which are appropriate for the task being solved and the problem 

domain.  

 

The remainder of this white paper is structured according to the above mentioned 

processing steps.  

 

 

 

                                                           
1 The autonomous devices might have user interfaces and might be set-up, parameterized, and/or operated by 

human users, but the data used in the projects described in this whitepaper was not generated by direct 

human interaction, e.g. with UI, but by the devices themselves. 
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Data preprocessing 

It is the golden rule of data analysis: the better the preprocessing, the 

better the results. Unfortunately, the tasks of data cleansing, data 

transformation, and feature generation, i.e. semantic enrichment of the 

data, typically account for up to 80 percent of the time spent on a data 

project. Fortunately, data collected from IoT connected devices is generally 

cleaner than usual, which is most probably due to standardization activities 

for device descriptions such as those for projects such as Eclipse Vorto.  

 

 1. Data description 

 

Let’s return to the example of the robotic lawn mowers: cordless devices that are operated 

by human owners but work in an autonomous mode. They are tasked with mowing a 

specified area and with recharging their batteries if necessary. Since they are connected to 

the internet, they send various diagnostic messages to the server in the cloud. Messages 

received from all devices are collected as text files where one line is one message. A 

beginning of a typical log line is shown below:  

 

2015-09-30T23:59:59.374+0200, 

ALM_01079,status,,null,,57.0,"[{""cid"":""status"", ...  

 

The data dictionary describing the fields of each log line is shown in Table 1. The first 

column of the data dictionary is field name. The second column contains examples of its 

values. The third column describes the purpose of the field and its type. These log 

messages mostly contain information about the current state of the device which is a 

categorical value and has virtually no numeric characteristics. The messages are sent 

asynchronously at irregular intervals.  

 

Table 1: Columns and their description 

_time ‘2015-09-30T23:59:34.044+0200’ Timestamp 

SN ALM_01079  device id 

CID status, runtime, load_fw, up_fw, new_map, ... Command 

MSGID 22548, 3279   

STATUS 504, 200, 500, ...  

STATE ‘257,DOCKED_CHARGING’, ‘513,IN_LAWN_MOWING’ about 11 states  

ERROR ‘176,Software RAM test failed during run time’, 
‘211,Battery 2 over voltage’ 

about 175 error 
codes 

FRAMES [{""cid"":""status"",""ip"":""XXX.XX.XX.XXX""}, 
{""error"":57,""state"":519}] 
_raw: Log record (including frame): "2015-09-30 
21:59:59,374 | INFO  | [pool-10-thread-1] | 
com.bosch.iots.indego.fbimpl.indego.IndegoDevice | 
com.bosch.iots.indego.fbimpl.indego | Received message 
from ALP. sn ' ALM_01079 ' cid 'status' status null 
frames [{""cid"":""status"",""ip"":""171.21.13.199""}, 
{""error"":57,""state"":519}] 

JSON  

 

  

https://eclipse.org/vorto/
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 2. Feature generation 

 

Data preparation and feature engineering are very important steps in any data analysis and 

significantly influence the quality of the results obtained. For many data analysis tasks, data 

preparation accounts for most of the time spent on the project and most of its difficulties. It 

is possible to bring in domain knowledge by defining new intermediate, derived features that 

encode a significant portion of the problem domain semantics. And the ability to define such 

features determines how successful the data analysis process will be. This means that 

before a data analysis algorithm is applied to the data, it has to be transformed and, what is 

important, the result of this transformation determines whether or not the algorithm will find 

something interesting.  

 

The goal of domain-specific features is to increase the level of abstraction and to encode 

domain knowledge. In other words, domain-specific features must contain a significant 

portion of domain knowledge and should therefore be produced in close cooperation with a 

domain expert. There can of course be many such features defined, and the main goal at 

this stage is to increase the semantic level of available features so that it becomes easier 

for the analysis algorithm to find interesting knowledge.  

 

Domain experts and data scientists engineer features that make certain knowledge explicitly 

represented in new features, while the data mining algorithm increases this level even 

further by finding dependencies among these (and original) features and presenting them as 

the final result. There exist several attractive approaches to data preprocessing:  

 

 Query-based approaches: The idea of this approach is that all necessary data 

transformations are performed by the underlying data management system using 

its query language, which is normally SQL.  

 Map-reduce-based approach: This approach is based on two operations of map 

and reduce, which are implemented on top of a distributed file system such as 

Hadoop (Dean & Ghemawat, 2004) and Spark (Zaharia et al., 2012).  

 Extract, Transform, Load (ETL): This approach has been developed mainly for 

preprocessing operational data and loading it into a data warehouse.  

 

There are two important properties of the existing approaches listed above: 

 

 Data transformation is a separate step: In this case, it’s assumed that data 

preparation with feature generation is a separate step implemented by a dedicated 

system. In particular, this step is performed separately from data analysis.  

 Data transformation is a row-oriented procedure: Here the process is described 

as a transformation of data rows. The rows can be represented as tuples in a 

relational database, key-value pairs in map-reduce, or event objects in stream 

processing systems. However, one unit of description and one step in 

transformation is how one such row is transformed into another row. 

 

For our projects, we took the following approach: Working on the assumption that data 

preprocessing with new feature generation is an integral part of the whole data analysis 

process, it has to be described and executed using the same execution environment. In 

other words, we do not want to separate data preprocessing from other analysis steps 

because these steps can be closely connected and because such a separation can limit the 

overall performance.  
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In addition, we used a column-oriented approach as opposed to the conventional row-

oriented transformations. The idea here is that the main unit of transformation is that of a 

column and hence we describe how new columns (features) are defined in terms of other 

existing columns. Column-oriented data representation is very popular in database 

management systems (Abadi, 2007; Copeland & Khoshafian, 1985) but it is less common in 

data processing systems. 

 

 3. Rule-based features – control charts 

 

One approach to feature generation lies in analyzing the most recent history of observations 

with the goal of finding some pattern corresponding to a well-defined rule. In other words, 

for each new observation, the system will apply one or more rules to this event and a certain 

number of previous events. The result of the rule evaluation is stored as a new feature. This 

column can then be used for defining new features, for analysis, or as a final result. The 

difference from the simple feature definitions is that a new feature now takes some history 

into account rather than using merely the current event.  

 

One type of such rules widely used in manufacturing are known as control charts. In 

statistical process control, control charts are tools used to determine whether or not the 

behavior of a certain process is (statistically) stable. “If analysis of the control chart indicates 

that the process is currently under control (i.e. […] variation only coming from sources 

common to the process), […] no corrections or changes to process control parameters are 

needed or desired. […] If the chart indicates that the monitored process is not in control, 

analysis of the chart can help determine the sources of variation […].” (see 

https://en.wikipedia.org/wiki/Control_chart as of 2016-10-31)  

 

For our purposes, control charts can also be used to detect anomalous behavior of devices 

in the field. There are several well-defined sets of standard control charts, e.g. the Nelson 

Rules and the Western Electric Rules, which are included in our implementation. Given 

measurements coming from the devices in the field, a detected anomaly, a so-called hit, is a 

subset of these measurements where a control chart definition is satisfied. These hits are 

then stored in two new data columns as two features: size (length) of the hit and indicator 

(strength). Two examples are given in Figure 1: nOut3Se means that three measurements 

are below or above center line +/- three times the standard error (example on the right) and 

nTrend meaning that six measurements show increasing or decreasing gradient (example 

Figure 1: control charts (examples) 

https://en.wikipedia.org/wiki/Control_chart
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on the left). As the examples show, a time series can have multiple hits and hits can 

overlap. Depending on the specific use case, one individual hit can be handled as an 

anomaly that needs immediate attention and even potentially automatic actions (e.g. 

emergency stop of a machine); alternatively, multiple hits in a time window (e.g. of one day, 

one week) can be interpreted as an anomaly that needs manual inspection by service staff 

(which would be the case in scenarios such as that of the autonomous lawn mowers).  

 

 4. Feature aggregation 

 

Our approach to analyzing event streams is based on an aggregation using fixed time 

intervals. The idea is that we collect all events in an interval and represent the behavior 

during this time as one record with its own (aggregated) characteristics. For example, we 

could count the number of events for each interval and store it as a property of that interval. 

Or we could compute the mean value of a given parameter during this interval. The 

aggregation interval (time window) is specified as a parameter of analysis. To analyze the 

lawn mower data, we used one day as the basis for the aggregation. This means that we 

observe behavior on a daily basis. 

 

 
Figure 2: Events occurring for a single autonomous lawn mower and time windows dividing 
the entire time line 

For example, in the case of the autonomous lawn mower, we compute frequencies of all 

individual values of the categorical properties in this time window. We analyzed two such 

properties in particular: state and error (each taking a finite number of values). The 

aggregation is performed by counting the number of times a state change event or an error 

event occurs during a given time window (see Figure 2). The state features are all the 

available states such as 1025, 1281, 257, … The error features are essentially all the 

available errors such as 46, 47, 55, ... Each such categorical property was transformed into 

a column – one for each value. For example (see Table 2), if the state property takes the 

four values 257, 258, 262, and 263, then four columns will be generated. These columns 

store the frequency of occurrence of this state (column) for each interval (row). This 

procedure is called pivoting because column values are transformed into columns. The 

value of each of these new features is essentially the count of state change events or error 

events in the given time window for a given ALM. Such a column with aggregated features 

provides a basis for automated analysis based on the data mining method described below. 
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Table 2: Aggregated feature matrix 

SN StartTime DurationInd State_257 State_258 State_262 State_263 

ALM_00180 9/28/2015 0:00 3 2 1 0 0 

ALM_00181 9/27/2015 0:00 2 0 0 0 0 

ALM_00181 9/28/2015 0:00 3 1 2 2 1 

ALM_00181 9/29/2015 0:00 4 0 0 0 0 

ALM_00181 9/30/2015 0:00 5 0 1 0 0 

ALM_00083 9/28/2015 0:00 3 1 2 1 1 

ALM_00083 9/29/2015 0:00 4 0 0 0 0 

ALM_00083 9/30/2015 0:00 5 0 0 0 0 

 

5. Normalizing frequencies  

 

The features are required to be normalized in order for analysis to work properly. This is due 

to the fact that different state events have different frequencies overall. For example, certain 

state changes will be common and certain other state changes will be rare. So the absolute 

frequencies cannot be compared because a frequency of 10 for a common event is very 

different from a frequency of 10 for an uncommon event. To normalize the frequency data, 

we divide the frequency values for each row by the total frequency of that state or error. The 

matrix shown in Table 2 is transformed and shown below in Table 3. Such normalization is 

common in modeling using a bag-of-words approach and is called TF-IDF (Manning et al., 

2008).  

 

Table 3: TF-IDF normalized features 

SN StartTime DurationInd State_257 State_258 State_262 State_263 

ALM_00180 9/28/2015 0:00 3 3.26E-05 1.23E-05 0 0 

ALM_00181 9/27/2015 0:00 2 0 0 0 0 

ALM_00181 9/28/2015 0:00 3 1.63E-05 2.46E-05 0.000132 0.000236 

ALM_00181 9/29/2015 0:00 4 0 0 0 0 

ALM_00181 9/30/2015 0:00 5 0 1.23E-05 0 0 
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Data analysis and visualization 

Data visualization is a way of navigating through potentially 

multidimensional nebulous mass data, facilitating human involvement. And 

visualization of analysis results, produced with fine-tuned algorithms as 

described in this section, is even more powerful because it combines the 

strengths of both computers and humans. However, humans at times suffer 

from information overload, which can be avoided by sticking to Ben 

Shneiderman’s “information-seeking mantra”: overview first, zoom and 

filter, then details on demand.  

 

 1. Assumptions and goals of data analysis  

 
 When analyzing devices in a fleet, our aim is to identify individual anomalous devices, e.g. 

individual lawn mowers, given their event data for a given period of time. The basic 

hypothesis is that anomalous devices will log events with uncommon frequency, i.e. high 

frequency for low frequency events or very low frequency for high frequency events. (Or 

should the data include more measurements than status/error messages that the values of 

one or several measurements, or a combination of those, are somehow conspicuous.) Also, 

anomalously behaving devices could have an uncommon combination of events, i.e. events 

occurring together that rarely occur together.  

 

Various machine learning techniques are available for identifying anomalies in such data 

sets, including one-class Support Vector Machine (SVM) (Smola & Schölkopf, 2004), and 

clustering and multidimensional scaling (Borg & Groenen, 2005). However, one technique 

that works particularly well in such cases is what’s known as multidimensional scaling, 

which is also easier to tune than the other methods, and relatively straightforward to explain 

and visualize.  

 

 

2. Multidimensional scaling 

 

 Multidimensional scaling (MDS) is one of several multivariate techniques that aim to place 

objects in N-dimensional space such that the between object distances are preserved as 

well as possible. MDS finds a low dimensional representation of the data in which the 

distances in the original high dimensional space are well respected. The low dimensional 

representation can be N >= 2. In our algorithm, we have used a 2-dimensional 

representation.  

 

Multidimensional scaling identifies the new representation by minimizing the quantity called 

STRESS or SSTRESS (Kruskal, 1964). Below equations represent STRESS and 

SSTRESS: 
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δij is the dissimilarity between the i-th and j-th data points and dij is the Euclidean distance 

between the i-th and j-th data points in the new low dimensional representation. The 

parameters that minimize this are estimated using the SMACOF algorithm (Scaling by 

Majorizing a Complicated Function) (de Leeuw, 1988). The algorithm requires O(N2) 

calculations and O(N2) memory. Hence, MDS is expensive and a time-consuming process. 

 

As shown earlier, the dissimilarity measure is an essential parameter of MDS. Common 

dissimilarity measures include Euclidean, Hamming, and Cosine. We have used Cosine 

distance (Singhal, 2001) as the dissimilarity measure for our data. 

 

 3. Analysis results and visualization 

 

 As mentioned above, the MDS algorithm with TF-IDF is able to detect anomalies (here in 

the two-dimensional space). On the two-dimensional scale, the Euclidean distance is used 

to detect distance (D) and outlier behavior. The figure below shows, for instance, the 

anomalous lawn mowers found. The x and y axes represent the low dimensional 

representation found by MDS. The further a point is away from the origin, the more 

anomalous the behavior. An appropriate threshold can be set for the value of D = √x^2 + 

y^2 (distance from the center) to differentiate between anomalous and non-anomalous 

behavior.  

 

 

Figure 3: The graph shows the true positions and MDS reduced positions 
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 4. More anomaly detection algorithms 

 

 Another algorithm for outlier detection is fitting the data into an ellipse in a multidimensional 

space (elliptic envelope) (Rousseeuw & Van Driessen, 1999). In this case, the training data 

set is supposed to be polluted by outliers. Also, it is assumed that the data is distributed 

normally. The training algorithm will produce a decision function representing the border 

separating the central part and the outer part with outliers. The greater the distance from 

this border, the more likely is it that the point represents an outlier.  

 

If the data set has a more complex (non-Gaussian) distribution, anomalies can be found 

using one-class support vector machines (SVM) (Smola & Schölkopf, 2004). In contrast to 

the classical SVM, one-class SVM is an unsupervised algorithm that learns a decision 

function from a training set without class labels. This decision function can then be used to 

classify new data as similar to, or different from, the training data set. In other words, the 

algorithm finds a boundary for a (training) set and then classifies new data points as 

belonging to that set or not. One-class SVM falls under the category of novelty detection 

algorithms because the training set is supposed to be unpolluted by outliers and anomalies 

are detected only in new observations. The main question it answers is whether a new 

observation comes from the same distribution as the training set or is significantly different 

from the other points. This is the main difference between this algorithm and 

multidimensional scaling and elliptic envelope, where the training set is supposed to contain 

outliers and the task is to detect them.  

  

  

Figure 4: Outlier ALM detection based on state of ALM 
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 5. Visualization – scatter plot and the supporting crew 

 

 The scatter plot, as described earlier in detail (see Figure 4), is the main visualization where 

users are introduced to the anomalies in their device data. In order to support the users in 

investigating the anomalies and figuring out how they might have been identified as such, 

additional information needs to be provided. Therefore, output data from the analysis should 

also contain data, for instance, the duration of the time window, serial number of the device, 

timestamp, etc.  

 

 Users are generally able to verify if the identified anomaly is indeed one, provided they are 

able to inspect the raw data of the specific anomaly. Therefore, this data is among the most 

important information to be provided. A brief example is given below. 

 

  

A time-series plot is a graph that can be used to evaluate patterns and behavior over time. 

Users can easily compare data patterns of different parameters for their devices.  

 Through comparison with other devices, users can quickly verify if a device is indeed 

anomalous. For example, if the number of events sent by a device is higher than 81 percent 

of those sent by all devices, it could indicate a device problem.  

 

 Users are the experts in their domain, so having a feedback channel established can allow 

the anomaly detection system to learn from users. 
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 6. Visualization – dashboard 

 

 By combining all the above visuals, we are able to offer a dashboard that can not only 

identify potential anomalies, but also provide the ability to investigate them, and provide the 

system with feedback. The examples below show some of the visualizations that are part of 

the predefined dashboard. 
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 7. Visualization – infographics 

 

 The representation of anomalies described in the previous section targets technical users 

who are not only interested in the coarse-grained overview of anomalies, but who also 

intend to investigate in detail the what, how, and why of the anomalies. 

 

However, there is also another group of users who are not interested in the details of how 

each anomaly is technically derived. They are simply concerned with knowing which 

devices are the anomalies and, at most, a simple reason for flagging them as such. What 

this group of users appreciates are visuals similar to the type of infographics shown in 

Figure 5. 

 

 

 

 

 

 

 

 

 

 

 

Figure 5: A simple and clear visual that describes the failure probability and the potential 
reason for a particular lawn mower. 
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Technical environment 

The Bosch IoT Suite offers a portfolio of ready-to-use cloud services that 

address the specific needs of IoT developers. This cloud-enabled software 

package is intended to accelerate IoT projects by lowering complexity. It 

improves time-to-market for new IoT solutions and, for that reason, also 

lowers the costs. More than five million devices and machines are already 

connected via the Bosch IoT Suite and send a significant amount of data. 

Just some of the benefits of analyzing this data – as described, for 

instance, in this whitepaper – can be to highlight interesting usage patterns, 

reveal specific potential for improvement, new customer segments or 

features, and help to improve customer service.  

 

As part of the Bosch IoT Suite (see Figure 6), our Bosch IoT Analytics services can be used 

by other cloud services to obtain useful and exciting insights into their products’ field data.  

In particular, there are several important (technical and conceptual) integration points with 

other Bosch IoT Suite services, which we would like to briefly sketch out:  

 

 The devices in a fleet, for instance the fleet of autonomous lawn mowers 

mentioned, are managed using Bosch IoT Things or Bosch IoT Remote Manager 

(based on ProSyst mPRM). Integration with Bosch IoT Hub ensures that the 

analytics services reliably obtain the event data to be analyzed and simplifies the 

interaction with the other services. These services implemented together (and 

complemented by the database services, such as Oracle or MongoDB, provided in 

the Bosch IoT Cloud) are the backbone of basic data management, which in turn 

constitutes the basis of all data analytics projects.  

Figure 6: Architecture of the Bosch IoT Suite 

https://www.bosch-si.com/products/bosch-iot-suite/platform-as-service/paas.html
https://www.bosch-si.com/products/bosch-iot-suite/paas/iot-things.html
https://www.bosch-si.com/products/bosch-iot-suite/paas/iot-remote-manager.html
http://www.prosyst.com/products-services/
https://www.bosch-si.com/products/bosch-iot-suite/paas/iot-hub.html
http://www.bosch-iot-cloud.com/
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 As mentioned in the context of our use case of autonomous lawn mowers, the 

automatic update of individual device software based on the results of the anomaly 

detection is one interesting pattern that can be implemented using Bosch IoT 

Rollouts.  

 

 In fact, integrating rule-based methods complements our anomaly detection described 

above, since the latter is mainly based on data mining and machine learning methods. We 

already mentioned one of them, namely the control charts. In addition, using Visual Rules 

models also makes sense for data preprocessing and the post processing of the results 

(definition of actions), which is another argument for integration. 

 

More details on the various integration points and the interplay of the Bosch IoT Suite 

services will be published in another paper in our Internet of Things white paper series 

soon. 

 

Summary and outlook 

Anomalies are the non-conforming patterns in data, they defy the expected or normal 

behavior. Our Anomaly Detection service, as described in detail in this paper, fosters the 

analysis of a fleet of devices and the identification of individual anomalous devices, i.e. 

those sending implausible data or just behaving strangely. Our powerful yet easy-to-use 

models help explore the interesting patterns and visualize the anomalies. However, 

detecting anomalies is just a first step towards more complex IoT analytics use cases, such 

as predictive maintenance. Once devices behaving anomalously have been identified, they 

need to be explored by domain experts, classified into problem classes, and if possible also 

annotated with problem solution information. Also, maintenance information should be 

compiled and merged with this data and the analysis results. This allows the construction of 

a clean and rich data set, which can in turn be used to build a prediction model of the type 

required for predictive maintenance solutions. What’s more, not only can the results of an 

anomaly detection highlight any problems, but can also point domain experts to (business) 

opportunities, for instance offering more and/or other services at peak hours (if these have 

been identified by the anomaly detection). 

 

Therefore, we see two avenues for further developing our Anomaly Detection cloud service 

and hope these will help us provide our customers and partners with even better support in 

developing their solutions for predictive maintenance or fleet management:  

 

1. Adding integration points with a rich set of data sources, e.g. all databases in the 

Bosch IoT Cloud (including technologies such as a Hadoop cluster), but also event 

histories compiled by Bosch IoT Things and Bosch IoT Remote Manager.  

2. Adding integration points and developing features for a rich set of post-processing 

capabilities of analysis results, e.g. integration with information management 

systems and rule management systems, results annotation, and an augmented set 

of visualization types.  

https://www.bosch-si.com/products/bosch-iot-suite/paas/iot-rollouts.html
https://www.bosch-si.com/products/bosch-iot-suite/paas/iot-rollouts.html
https://www.bosch-si.com/products/business-rules-management/visual-rules-brm/rules-management.html
https://www.bosch-si.com/internet-of-things/iot-downloads/iot-information-material.html
https://www.bosch-si.com/products/bosch-iot-suite/paas/iot-analytics.html
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